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Abstract 
The Companions Hybrid-World model defines a new 
methodology for dialogue. Previous systems were based on a 
closed world assumption whereby the knowledge of the dialogue 
system is stored in a knowledgebase and used throughout the 
conversation. The Hybrid-World model is still based around a 
knowledgebase (which is used throughout the interaction with 
the user) but if the user starts talking about a topic which is not 
found in the knowledgebase, the system is capable of gathering 
information from the online world. This information is then used 
to enrich the knowledgebase and forms the basis of a reply to the 
user. The system uses mainly two approaches; the first approach 
is to harvest information from known sites using predefined 
wrappers. The second approach is to seek information with the 
help of search engines, extract the relevant parts and use those to 
provide a reply to the user. This approach of using a combination 
of a close-world model and an open-world model (when needed) 
proved itself to be very effective when engaging in dialogue with 
the user since it is not only restricted to the knowledge in the 
knowledgebase but can technically use all the relevant 
information available on the web.   

Introduction 
The COMPANIONS project aims to change the relationship 
that currently exists between computers and people. The idea 
is to give machines a more human-like way of interacting. 
This is not limited to multi-modal additions such as touch 
and speech but the companion is designed to be a ‘presence’ 
that stays with the user for a long period of time. Its purpose 
is to develop a relationship with the person, learn (through 
conversational interaction) the persons’ preferences and 
wishes so as to keep them happy and also to build up a 
narrative of the user’s life. 
 
This paper will provide a description of the current Senior 
Companion (SC) prototype which is the result of two years 
of research which is the first half of a funded IST EC IP 
project (see below) named COMPANIONS1. The idea 
behind it is to act as a support to elderly persons when they 
venture into the digital world. Each of us has built through 
the years a myriad of digital records; pictures from cameras, 
digital or analogue, as well as videos and written records. 
The recent proliferation of Web 2.0 applications (O’Reilly 
2005) has made it easier for people to post personal 
information on the web through micro-blogs and social 
networking sites. The problem with this is that we are finding 
different snippets containing information about a person 
spread all over the web thus making the personal 
management of this information increasingly difficult. The 
SC aims to link the wealth of digital life information and 
organize it for the user unasked. Through natural 
conversation, the SC will elicit their life memories by, for 
example,  discussing the personal photographs of the person, 
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using the conversation to get to know information about the 
user’s likes, dislikes, emotions, etc. Since our approach is 
multimodal, this helps us recognise the user’s preferences 
fairly accurately while reducing the uncertainties (Lee, 
Narayanan, & Pieraccini, 2002, Lauria, 2007). We are further 
assuming that all of this information will eventually be stored 
online (as in the Memories for Life project2). In essence, the 
SC aims to create a coherent narrative for its user whilst 
assisting the person in their daily tasks, while amusing and 
inforing them when necessary and, most important of all, 
gaining the trust of the person. 
 
From a technical perspective, the project uses a number of 
derived machine learning (ML) techniques initially 
developed in past projects at the University of Sheffield. 
These techniques combine the use of both a closed world and 
an open world, to help the SC achieve its objectives. This is 
why we are calling it a Hybrid-World (HW) approach. The 
system makes use of a Natural Language Understanding 
(NLU) module which in turn uses an Information Extraction 
(IE) approach to derive content from user input utterances of 
any length. Then it uses a training method for attaching 
Dialogue Acts to these utterances (Webb, et al.). Using a 
specific type of Dialogue Manager (DM) that uses a stack 
and a range of Dialogue Act Forms (DAF) representing 
particular contexts and meta-dialogue moves, it determines 
the context of  utterance and the stack is used to manage the 
flow of dialogue. The system uses a mixed initiative 
approach whereby the initiative can be either of the SC 
(when it is asking  for information about, say, a photo on the 
screen) or the user (when requesting the system to show, say, 
all photos of a wedding). Although our current 
implementation is based upon a standard computer, it can be 
embodied in different forms such as a mobile device, a 
screen or even a robot. However, while doing so, the SC will 
still retain its original personality which is capable of 
existing on different devices whilst still maintaining a 
complete dedication to the user. In the following sections, we 
shall:  
 

1. describe the functionality of the current prototype; 

2. sketch its architecture and modules; 

3. explain in detail the hybrid-world approach used by 
the Natural Language Understanding module and 
the Dialogue Manager. 

The Senior Companion System 
The prototype developed for the Companions project (Wilks 
2007, 2008; Wilks et al., 2008) contains three major 
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functionalities, photographs, news and links to social 
networking sites and information sites (like Wikipedia3).  

The main scope of the system is to elicit information about 
photographs and their content; where and when they were 
taken, details about the people in them and their relationship 
to the user and each other. The system keeps a record of the 
user’s input and is capable of mapping it to a structured 
knowledge base. The system allows the use to perform some 
simple photo management including selecting photos by 
simply pointing and grouping different pictures together 
through dialogue.  

Each photo loaded is processed with OpenCV4, a computer 
vision library capable of identifying faces. This library 
provides to the SC face coordinates of all the people in the 
picture. This information is then used by the Dialogue 
Manager (DM) to refer to the position of the people 
appearing in the photograph. So, if there are three people in 
the picture next to each other, the system can ask questions 
about the person on the left, the one on the right or the one in 
the middle. The relevant positioning is obtained from the 
coordinates returned by the OpenCV system. Throughout the 
conversation, the system will ask about both spatial and 
temporal attributes of the picture such as the occasion and 
place where the photo was taken. It will also delve into the 
possible relationships that exist between the people in the 
photo. Since all the sessions are stored, if a person appears in 
multiple photos and the system manages to recognise the 
user through the face recognition software, the SC is smart 
enough to realise that it already knows the person so no 
further questions are asked about that person. If a place is 
mentioned in a photo, e.g. Pisa, the system goes immediately 
to the Wikipedia site and derives a question about Pisa (such 
as “Did you visit the Leaning Tower?”) to show knowledge 
of what it is doing. 

The SC is also capable of switching to other functions such 
as reading the news. This feature is interesting because it 
showcases the ability of the system to handle more than one 
kind of application at a time. The news is obtained via RSS 
feeds supplied from the BBC news website. These news 
items can span any category be it politics, sports, business 
etc thus imposing another requirement on the SC, i.e. the 
ability of having an unconstrained vocabulary. While the SC 
is reading the news, the mixed initiative approach allows the 
user to start or stop the feed by simply speaking with the 
Companion. 

Since a lot of information about the user is already on line 
and does not need to be elicited through conversation, the 
Companion can go to a social networking site such as 
Facebook and build an initial database of the User’s friends 
and relatives. This information mainly consists of 
photographs with annotations through which the social 
network of the person can be identified. This allows the SC 
to learn information about the user without asking for 
information about a person when this information is 
explicitly defined in Facebook.  
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The modular approach of the basic system allows the SC to 
expand further and in so doing, generate more conversational 
data for machine learning research. The system architecture 
and modules are described briefly below. 

 

Figure 1 : Senior Companion Interface 

The Senior Companion is made up of: 

• A visually appealing interface with a realistic avatar 
which acts as a mediator between the system and 
the user. 

• Multi-modal input such as speech, pointing, 
keyboard and touch. 

• Face identification and recognition software capable 
of identifying face locations and similarities. 

• Social Networking links which accepts pre-
annotated (XML) photos as a means for creating 
richer dialogues quickly.  

• A conversational module which talks with the user 
about topics within the photo domain: when and 
where the photo was taken, discussion of the people 
in the photo including their relationships to the user. 
It can also span beyond using the hybrid-world 
model by querying search engines online. 

• A news module which can read the news from the 
following categories: politics, business and sports. 

• Jokes telling feature which makes use of internet-
based jokes website. 

• A fully integrated Knowledge base for maintaining 
user information which contains: 

o A mechanism for storing information in a 
triple store (Subject-Predicate-Object)-the 
RDF Semantic Web format for handling 
unexpected user input that falls outside of 
the photo domain, e.g. arbitrary locations 
in which photos might have been taken. 

o Ontological information which is exploited 
by the Dialogue Manager and provides 
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domain-specific relations between 
fundamental concepts.  

• A reasoning module which help the system infer 
new facts from the Knowledge Base and from the 
world knowledge obtained in RDF from the 
Internet. 

• Contains basic photo management capability 
allowing the user in conversation to select photos as 
well as display a set of photos with a particular 
feature. 

System Architecture 

 
 

Figure 2 : Senior Companion system architecture 
 

The SC architecture can be seen in Figure 2 and is divided 
into three abstract level components – Connectors, Input 
Handlers and Application Services together with the 
Dialogue Manager. 
 
Connectors act as a bridge between the main system and the 
external applications (such as the avatars, interface, etc). 
These external applications are similar to plug-ins which can 
be easily added, removed or exchanged at will. A single 
connector exists between the system and each external 
application and this acts as a simple interface which abstracts 
the underlying complex communication protocol details. 
This approach makes the management of further modules 
much easier. At the moment, the system has two connectors 
implemented; the Napier Interface Connector (from 
COMPANIONS consortium partners at Napier University) 
and the CrazyTalk Avatar5 Connector.  
 
Input Handlers are modules that take care of the messages 
sent from the handlers and pass them on to other modules for 
processing. Each handler deals with a category of messages 
where categories are coarse-grained and could include one or 
more message types. The handlers act as an abstraction 
which separate the code handling inputs into different places 
and make the code easier to locate and change. In the current 
implementation of the SC, three handlers have been 
implemented; Setup Handler, Dragon Events Handler and 
General Handler. The Setup Handler takes care of the initial 
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loading of the photo annotations (if they exist), it also 
performs the face detection and checks with the Knowledge 
Base if the photo being processed has been discussed in 
earlier sessions. Dragon Event Handler deals with Dragon 
speech recognition commands sent from interface while the 
General Handler processes user utterances and photo change 
events of the interface. The Dragon Naturally Speaking 
system has performed well, and a single user scenario is 
perfectly appropriate to a Companion design. 
 
Application Services is a set of internal modules which 
provide an interface for the Dialogue Action Forms (DAF).  
The DAFs are in fact ATNs (Augmented Transition 
Networks) originally designed by Woods (Woods 1980) for 
syntactic analysis, structures that embody both hierarchical 
sub-networks (i.e. RTNs in automata theory) as well as 
augmentations on the arcs between nodes which enable any 
operations to be performed, within the dialogue process or 
offline in the knowledge base or multimodal world. The 
creation of these DAFs is obtained through an intuitive 
graphical editor designed to help the DAF designers manage 
the flow and associate tests and actions to the DAF. It acts as 
the communication link between DAFs and the internal 
system and enables DAFs to access system functionalities. 
The other modules in the Application Services include the 
News Feeder, the DAF Repository, the Natural Language 
Generation (NLG), the Session Knowledge, the 
Knowledgebase, the Reasoner and the Output Manager. 
 
The News Feeder access a set of RSS feeders and gathers 
news items. The current implementation makes use of the 
BBC website to gather information about Sports, Politics and 
Business. Apart from this, there is also an extension which 
allows the system to occasionally relate a joke downloaded 
from a Jokes Feeder which works in a similar way. The DAF 
repository is a library of DAFs loaded from files generated 
by using the DAF editor mentioned earlier. Given a name, 
the repository simply returns a DAF which is stored on disk. 
The NLG module is responsible for formatting the replies 
using natural language. It randomly selects a system 
utterance from a template which is then presented to the user 
as the reply of the system. The module also accepts variables 
as input, these variables are used to mould the answer 
returned by the system. For example, if we are talking about 
a person in one of the photographs called John, the NLG 
(after being directed by the Dialogue Manager) will get a 
template for the next question such as “How is X related to 
you?” and it will use the parameter (which in this case is 
John) to replace X. Thus, the final answer of the NLG 
module will be “How is John related to you?”. The Session 
Knowledge is the place where global information for a 
particular running session is stored. For example, the name 
of the user who is running the session, the list of photos 
being discussed in this session, the list of user utterances, etc. 
The Knowledge Base is an RDF triplestore based upon the 
Jena framework6 which is used to store the persistent 
knowledge. The triplestore API is actually a layer built upon 
a traditional relational database in our case we are using a 
MySQL7 database. The application can save/retrieve 
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information as RDF triples rather than table records. The 
structure of knowledge represented in RDF triples is 
discussed later. The Reasoner is used to perform inference on 
existing knowledge in the Knowledge Base. Finally, the 
Output Manager deals with all the messages sent to the 
external applications mentioned earlier. It has been 
implemented in a publisher/subscriber fashion. In the current 
implementation, there are three different channels in the 
system – the text channel, the interface command channel 
and the avatar command channel. Those channels could be 
subscribed by any connectors and handled respectively.  
 
The Hybrid-World approach 
The original work behind the SC was based on a closed 
world where the user converses with the system. The system 
instigates further conversation and in so doing elicits the 
discovery of tacit knowledge from the user. Whilst 
conducting the initial tests, the limitations of this approach 
immediately became evident. As soon as the user spoke with 
the SC, the conversation quickly went through unexpected 
paths which required more knowledge than was stored within 
the knowledge-base. For example, if an elderly person is 
speaking with the SC about an old photograph taken during 
WWII, the person would easily recall events of the period. 
Initially, the only approach we had was to make use of a 
chatbot since the bot could easily keep the conversation 
generic without understanding the specific events. However, 
conversing with a chatbot is not an inspiring experience so 
we modified our approach to make use of information stored 
on the web. The problem with that is that the web is an open 
world and it is quite hard for an agent to locate information, 
assimilate it in its knowledge base and use it.  

Our Hybrid-World approach tackles these issues. Initially, it 
makes use of a closed-world where all the information is 
stored in the knowledge-base. Every utterance is passed 
through the Natural Language Understanding (NLU) module 
for processing. This module uses a set of well-established 
Natural Language processing tools such as the GATE 
(Cunningham, et al., 1997) system. The basic processes 
carried out by GATE are: tokenizing, sentence splitting, POS 
tagging, parsing and Named Entity Recognition. These 
components have been further enhanced for the SC system 
by adding new and improved gazetteers. These include 
amongst others new locations and family relationships. The 
NE recognizer is a key part of the NLU module and 
recognizes the significant entities required to process 
dialogue in the photo domain: PERSON NAMES, 
LOCATION NAMES, FAMILY_RELATIONS and 
DATES. Although GATE recognises basic entities, more 
complex entities are not handled. Because of this, apart from 
the gazetteers mentioned earlier and the hundreds of 
extraction rules already present in GATE, about 20 new 
extraction rules using the JAPE rule language were also 
developed for the SC module. These included rules which 
identify complex dates, family relationships, negations and 
other information related to the SC domain. The following is 
an example of a simple rule used to identify relationship in 
utterances such as “Mary is my sister”: 
 
Macro: RELATIONSHIP_IDENTIFIER 
( 

({Token.category=="PRP$"}|{Token.category=="PRP"}|{L
ookup.majorType=="person_first"}):person2 
({Token.string=="is"}) 
({Token.string=="my"}):person1  
({Lookup.minorType=="Relationship"}):relationship 
) 
 
Using this rule with the example mentioned earlier, the rule 
interprets person1 as referring to the speaker thus if the name 
of the speaker is John (which was known from previous 
conversations) it is utilised. Person 2 is the name of the 
person. This name is recognised by using the gazetteers we 
have in the system (which contain about 40,000 first names). 
Apart from this, it can also refer to a preposition which can 
be easily disambiguated using the anaphora resolver found in 
GATE. The relationship is once again identified using the 
almost 800 unique relationships added to the gazetteer.  

With this information, the NLU module identifies 
Information Extraction patterns in the dialogue that represent 
significant content with respect to a user's life and photos. 
The NLU module also identifies a Dialogue Act Tag for each 
user utterance based on the DAMSL set of DA tags and prior 
work done jointly with the University of Albany (Webb et 
al., 2008). 

The information obtained (such as Mary sister-of John) is 
passed to the Dialogue Manager (DM) and then stored in the 
knowledge base (KB). The DM filters what to include and 
exclude from the KB. If, for example,   the NLU module 
discovered that Mary is the sister of John, the NLU knows 
that sister is a relationship between two people and as such, it 
is a very important piece of information. However, the NLU 
also discovers a lot of syntactical information such as the fact 
the both Mary and John are nouns. Even though this 
information is important, it is too low level to be of any use 
by the SC with respect to the user, i.e. the user is not 
interested in the parts-of-speech of a word. Thus, this 
information is discarded by the DM and not stored in the KB.    
 
Once the information is filtered by the DM, the KB stores the 
information. In essence, the KB is a long term store of 
information which makes it possible for the SC to retrieve 
information stored between different sessions. The 
information can be accessed anytime it is needed by simply 
invoking the relevant calls. The structure of the data in the 
database is an RDF triple. This is why it is more commonly 
refer to as a triple store. In mathematical terms, a triple store 
is nothing more than a large database of interconnected 
graphs. Each triple is made up of a subject, a predicate and 
an object. So if we had to take the previous example, Mary 
sister-of John; Mary would be the subject, sister-of would be 
the predicate and John would be the object. If we had to 
imagine this graphically, Mary and John would be two 
distinct points in a 3D space and the sister-of relationship 
would be the line (or relationship) that joins these two points 
in space. There are various advantage to using this structure; 
first, the relationship between different objects is explicitly 
defined using the predicates in the triples. The second 
advantage is that it is very easy to perform inferences on 
such data. So if in our knowledgebase, we add a new triple 
which states that Tom is the son of Mary, we can easily infer 
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(by using the previous facts) that John is the uncle of Tom. 
 
Uncle Inference Rule:   

(?a sisterOf ?b), 
(?x sonOf ?a), 
(?b gender male) -> (?b uncleOf ?x)   

 
Triples: 

(Mary  sisterOf  John) 
(Tom   sonOf   Mary) 
 

Triples produced automatically by ANNIE (the semantic 
tagger): 

(John  gender   male) 
 

Inference: 
(Mary  sisterOf  John) 
(Tom   sonOf   Mary) 
(John  gender   male)  
-> 
 (John uncleOf Tom) 

 
This kind of inference is already used by the SC and in fact, 
we do have about 50 inference rules aimed at producing new 
data on the relationships domain. This combination of triple 
store, inference engine and inference rules makes a powerful 
system which mimics human reasoning and thus gives the 
SC a sense of intelligence. For our prototype we are using 
the JENA Semantic Web Framework for the inference engine 
together with a MySQL database as the knowledgebase. 
 
Even though this approach is very powerful, it is still not 
enough to cover all the possible topics which can crop up 
during a conversation. So in such circumstances, rather than 
switching over to a chat-bot, the DM switches to an open-
world model and instructs the NLU to seek further 
information online.  
 
The NLU makes use of different approaches to achieve this. 
When the DM requests further information on a particular 
topic, the NLU first checks with the KB whether the topic is 
about something known. At this stage, we have to keep in 
mind that any topic requested by the DM should be already 
in the KB since it was preprocessed by the NLU when it was 
mentioned in the utterance. As an example, if the user 
informs the system that the photograph was taken in “Paris”, 
the utterance is first processed by the NLU and then sent to 
the DM. Once the DM requests further information about 
“Paris”, the NLU goes through the KB and retrieves any 
triples related to “Paris”. Typically, ANNIE (A Nearly New 
Information Extraction engine), our semantic tagger, would 
have already identified “Paris” as a location and this 
information would be stored in the KB. If it is not found, the 
semantic tagger analysis the topic and provides the NLU 
with the missing information.  
 
Once the type of the information is identified, the NLU 
would use the various strategies predefined inside it. In the 
case of locations, one of these strategies would be to seek for 
information in Wiki-Travel8 or Virtual Tourists9. The system 
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already knows how to query these sites and interpret their 
output by using predefined wrappers. A wrapper is 
essentially a file which describes where a particular piece of 
information is located. This is then used to extract that 
information from the webpage. So a query is sent online to 
these sites and the information retrieved is stored in the 
triple-store. This information is then used by the DM to 
generate a reply. In the previous example, the system 
manages to extract the best sightseeing spots in Paris. The 
NLU would then store in the KB triples such as [Paris, sight-
seeing, Eiffel Tower] and the DM with the help of the NLG 
would ask the user “I’ve heard that the X is a very famous 
spot. Have you ever seen it while you were there?” 
Obviously in this case, X will be replaced by the “Eiffel 
Tower”. 
 
On the other hand, if the topic requested by the DM is 
unknown or the semantic tagger is not capable of 
understanding the semantic category, the system makes use a 
normal search engine. A query is sent to these search engines 
and the top pages are retrieved. These pages are then 
processed using ANNIE and the different attributes are 
analysed. The standard attributes returned by ANNIEinclude 
information about Dialogue Acts, Polarity (i.e. whether a 
sentence has positive, negative or neutral connotations), 
Named Entities, Semantic Categories (such as dates and 
currency), etc. The system then filters the information 
collected by using generic patterns and generates a reply 
from the resultant information. So if the user is talking about 
cats, the system searches for cats online. It processes the 
pages and its current strategy is to identify all the statements 
by using Dialogue Acts. So in our example, the system 
would retrieve the following statements: 
 

• Cats may be the most popular pet in the world 
• Cats recover quickly from falls 
• Some people don’t like Persian Cats 

 
These statements are then checked for polarity and only the 
most prevailing statements are kept (i.e. if the statements are 
prevailingly negative then the system will give a negative 
answer, so on and so forth). In this example, the first two 
statements are prevailingly positive because of words such as 
“popular” and “recover” so the answer returned will be a 
positive one. The NLU would then select one of these two 
statements at random, send it to the DM and using the NLG, 
it would reply “You know that I’ve heard that X” where X is 
replaced with “cats may be the most popular pet in the 
world”.       
 
In synthesis, this hybrid world approach allows us to focus 
on the closed world that exists between the user and the 
system but when necessary, the system is allowed to venture 
cautiously in the open world thus enriching the user 
experience. 
 

Conclusion and Future Work 
The SC prototype utilizes a hybrid-world approach which 
enriches the interaction between the user and the system. The 
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features mentioned above have been implemented and tested. 
This approach proved to be superior to the closed world 
approach because it does not limit the system to the 
information inside its own databases derived directly from 
the user in conversation; the general aim here is to break out 
of the classic AI paradigm of reasoning with strong systems 
over limited closed worlds. We are aiming at a system with 
weak representation and reasoning (i.e. RDF). On the other 
hand, it is a manageable approach and does not suffer for the 
problems which an open world model would have. Our 
approach is a lazy approach whereby a closed-world model is 
used but if necessary; our agents are allowed to venture 
beyond our systems onto the open world and harvest 
information which might be useful for the progress of the 
conversation.  
 
What we have so far is simply an initial platform on which to 
build something more interesting and complex during the 
latter half of the project with our partners. During the first 
two years a number of prototypes have been developed and 
evaluated and the SC is just one of those, though so far the 
best performing. The Consortium will now build an 
integrated demonstrator with at least the SC functionality we 
have described; hopefully adding in during the third year full 
face recognition and using machine learning to give a much 
more flexible  barrier between the closed (comfortable) and 
open (uncomfortable) worlds. Moreover, we are working on 
a strong emotional and cognitive models (based around 
Ekman, 1999, Wundt, 1913, Cowie, Douglas-Cowie, 
Savvidou, & McMahon, 2000) so that the state of the 
Companion can be expressed both in language and other 
modalities. When dealing with understanding problems, this 
companion will be able to interface with both closed or open 
worlds thus exploiting the best of both worlds. 
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